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ABSTRACT  

The ability to accurately predict spectral signatures of targets in outdoor scenes is an important capability for defense 
agencies, for both target acquisition and detection avoidance efforts. In thermal infrared (IR) wavebands, temperature is a 
primary contributor to remotely-sensed radiance. Consequently, enhancements to the accuracy of thermal predictions are 
valuable, with estimates of convective heat transfer being a source of uncertainty where improvements can be realized. 
One standard method of convective heat transfer calculation employs a global speed-dependent convection coefficient for 
all exterior surfaces. This approach efficiently predicts convection coefficients for large scenes with dynamically changing 
wind conditions. Frequent changes in wind speed and direction tend to negate the weaknesses of this simplistic approach 
(e.g., lack of localized wake and flow acceleration), and numerous thermal and IR validations of MuSES performed in the 
past bear this out.  

For some simulation applications however, additional thermal fidelity is required. Traditional computational fluid 
dynamics (CFD) codes provide ample spatial fidelity, typically with a significant computational cost. A fully-transient 
diurnal analysis of an outdoor scene would likely be infeasible given the large spatial and temporal scales typically of 
interest. We present here a flow solver designed specifically for infrared prediction applications. This flow solver 
represents air flow at an appropriate spatial resolution level for accurate simulation of convective heat transfer in the 
context of IR scenes. Predicting the geometry-induced location of flow accelerations, wakes, and advective flow is 
sufficient for calculating convection with acceptable accuracy for thermal EO-IR predictions. The accuracy of this new 
flow solver greatly improves upon the use of a universal wind speed-dependent (but directionless) convection correlation 
for entire scenes without all the drawbacks of traditional CFD solutions. Application-specific simplification of the flow 
equations allows this flow solver to be fast and robust, requiring minimal user effort and fluid domain expertise. 

Keywords: signature prediction, thermal validation, fluid solver, flow solver, EO/IR simulation, wind convection, 
MuSES, RapidFlow 
 

1. INTRODUCTION  

Passive remote identification and characterization of objects often utilizes infrared imaging which (when resolution allows) 
can reveal both morphological and thermal features of targets. To accurately infer object properties from an image of an 
emissive target, it is vital to determine the signature expected for objects in a variety of environmental settings. Images 
that look clearly different with a casual glance may not correspond to different targets; dissimilar images could potentially 
be of identical objects embedded within different backgrounds, oriented differently with respect to the imaging sensor, or 
only appear different because the objects are responding to different environmental thermal and/or fluid flow conditions 
that change their surface infrared emissions. 
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This work focuses on the simulation of outdoor scenes with targets exposed to wind, which enhances the rate of thermal 
energy transfer between objects and their surrounding environments and subsequently impacts physical surface 
temperatures. Simulation of such scenes is complicated, as accurate wind simulation around solid objects typically requires 
the use of Computational Fluid Dynamics (CFD) models, which are computationally expensive enough to be impractical 
for many outdoor scenes of interest. To develop a library of different object appearances in a variety of wind conditions 
using CFD coupled to a thermal Electro-Optical Infrared (EO/IR) simulation tool is impractical due to the staggering 
amount of computational resources that would be required to simulate the fluid motion. 

A less computationally taxing technique that has been employed in the past1,2 is to make some (somewhat unphysical) 
approximations about the wind field behavior (i.e., assuming the wind throughout the scene is everywhere constant). With 
this simplified wind-field, a thermal EO/IR simulation tool can be efficiently used to predict how an object would appear 
when viewed with an infrared imaging system. Previous efforts have shown that this simulation technique can be relatively 
robust under certain conditions (references [3]-[5] present past validations performed for camouflage nets, moving ships 
at sea and soldiers in the field), but there may be cases where sufficiently accurate prediction requires a more sophisticated 
treatment of the fluid flow dynamics and resultant thermal interactions. 

The assumption of a wind-field being uniform everywhere is clearly unrealistic. For example, even simplified laminar 
flow dynamics suggest that wind encountering a bluff body will have stagnation points where the wind speed drops to 
zero6, and without fluid accelerations and spatio-temporal variability airplanes could not fly, wind-breaks would be non-
existent, and aerodynamics as a field wouldn’t exist. The influence of wind on an object’s thermal emissivity is coupled 
to heat transfer rate via a relationship that depends on object temperature, air temperature, morphological and material 
properties of the object, and the relative air speed between the object and the nearby airflow.1 In general, local wind-speed 
near the surface of objects will be different than scene-averaged mean-flow properties, which results in either an incorrect 
estimate of the actual heat transfer rate due to convection or the need to apply an ad hoc correction that tries to scale the 
free-stream mean-flow results in such a way as to obtain acceptable simulation results. The problem, of course, is that in 
general these ad hoc corrections2 vary depending on the object, relative flow-object orientation, mean-field wind speed, 
object morphology and composition, and any number of other parameters. Simulating enough known cases to determine 
the proper ad hoc correction to apply for every necessary component of every needed object in every plausible environment 
is computationally impractical given the underlying high-dimensional parameter space. 

There is a middle-ground between simulating scenes with a CFD flow-solver (expected to be most accurate but 
computationally taxing) and using an ultra-simplistic constant fluid flow model (expected to be less accurate but 
computationally much simpler and more efficient). This middle-ground involves using a simplified 3D fluid simulation 
technique developed for generating realistic-looking fluid flows in graphical applications.7 This practical fluid dynamics 
approach retains much of the fundamental physics of real fluid flow (e.g., mass continuity and force balance) but simplifies 
the real fluid dynamics simulation to be more computationally efficient by treating the fluid as incompressible and inviscid, 
and not explicitly resolving the boundary layer behavior near surfaces. The principle we postulate is that the approximate 
fluid flow and interactions predicted by such a computational tool8 would be appropriate for reducing the errors induced 
by assuming constant-flow thermal interactions without adding so much computational cost to the entire process as to 
make the full fluid-thermal coupled simulation process impractical. 

In this manuscript, we present new simulation results for a past validation9 scenario designed to test the hypothesis that a 
simplified computational fluid simulation of a scene can improve the accuracy of a coupled fluid-thermal simulation 
beyond a constant fluid-flow approach. In general, we find evidence that these new simulations often reveal significant 
improvements in the accuracy of modeled surface temperatures for objects within the scene. After demonstrating the 
plausible viability of this approach, we show results from a larger-scale model that demonstrates this method shows 
promise for increased simulation fidelity in applications of more physical interest to signature analysts. 

2. METHODOLOGY  

All of the analysis presented here involves comparing physically measured surface temperatures against computational 
simulations from products developed by ThermoAnalytics. Below, we introduce the different software tools and describe 
the scene and associated measurements. 
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2.1 Description of Utilized Software: MuSES 

The thermal and infrared simulation software application utilized in this study was MuSES® (Multi-Service Electro-Optic 
Signature). This software10-12, developed by ThermoAnalytics to model heat transfer into and out of solid objects due to 
radiation, conduction, and convection from first principles, can predict temperatures of any portion of any simulated solid 
object in a scene. The objects in the scene are described by either surface or volume meshes, and this geometry is used to 
automatically generate nodal networks for radiation (via view factors) and conduction (lateral, vertical and through solid 
volumes). 

Thermal material properties including thermal conductivity, density and specific heat are applied to characterize the 
transient thermal response to supplied boundary conditions. Optical surface properties including solar absorptivity, thermal 
emissivity (and spectral diffuse/specular reflectivity if desired, for radiance rendering purposes) are specified for each 
surface to govern radiation exchange. Component heat sources can be defined with constant heat rates, time-dependent 
curves or controlled with Python-based user routines. Convection can be included in a variety of ways depending on the 
desired fidelity; methods include the use of bulk wind, fluid nodes or 1D fluid streams with textbook flow correlations, 
mapping imported computational fluid dynamics (CFD) results onto thermal model surfaces, and the use of the native 
RapidFlow® 3D flow solver. 

Physical temperatures are calculated at each discrete timestep in the transient simulation for each thermal node in the 
model. These dynamic temperatures are impacted by temporal changes in solar position, radiation losses to the sky and 
from the surrounding background scene, component heating and the thermal capacitance of objects. This thermal 
capacitance and the resultant thermal history of objects is a strong motivator for transient simulation capabilities. 

MuSES can also predict the electro-optic infrared (EO/IR) signature of ground, maritime, human, airborne and space-
based targets in battlespace scenarios for imaging sensor wavebands ranging from visible through long-wave infrared. The 
EO/IR simulation process in MuSES9,11-15 involves a progression of sequential steps that begin with previously-described 
physical temperature prediction and ultimately lead to sensor radiance prediction. MuSES has been validated3-5 under 
contract for US Army, Navy and Department of Energy applications. Several US DoD groups with EO/IR signature 
requirements use MuSES prediction results as their accepted method for demonstrating signature management (SIGMAN) 
compliance. In addition, MuSES (governed under ITAR and export-controlled) is used by many US Department of State-
approved foreign groups, all US DoD agencies, members of the intelligence community and several US National Labs. 

2.2 Description of Utilized Software: RapidFlow 

In this work, we compare measured thermal properties of targets to those simulated in two different air-flow dynamics 
paradigms. The first involves the assumption of steady wind everywhere through the scene and is fully defined by 
establishing the (temporally changing) boundary conditions of the flow; the flow is spatially uniform but temporally 
variable regarding fluid velocity and air temperature. The second involves an implementation of practical 3D fluid 
dynamics following the development described in Bridson7 and previously examined in Packard et al.9 where fluid flow 
properties at the simulation boundaries are imposed and the dynamics are dictated by simplified fluid dynamics formulae.  

An implementation of this practical fluid dynamics-inspired simulation of fluid flow is available commercially in the 
ThermoAnalytics product referred to as RapidFlow. In the current RapidFlow implementation, the fluid domain is divided 
into a uniform Cartesian grid, though a multi-scale capability with additional volumetric discretization near surfaces will 
soon be available. Flows are constrained to be incompressible, viscosity is neglected, and buoyancy is introduced via the 
Boussinesq approximation, fluid boundary layer behavior is not explicitly parameterized, and turbulence is manifested 
through a 0th order Reynolds-Averaged Navier-Stokes (RANS) mixing-length model.8,16 The RapidFlow simulation is 
explicitly coupled to the MuSES thermal simulation; thermal energy exchange between the fluid and solid domains is 
allowed and that thermal exchange can then, in-turn, influence the resulting air velocity and temperature field through the 
simulated fluid domain. 

Internal tests to validate RapidFlow in a variety of open and closed environments have been carried out and there has been 
generally promising qualitative and quantitative agreement between predicted and expected fluid flow dynamics in these 
validation studies. For the scene described below, RapidFlow is far more computationally efficient than a full CFD 
simulation. The same scene that takes nominally one (1) day to simulate on standard computer hardware using RapidFlow 
takes approximately 1 week to simulate using a commercial CFD product on a moderately sized HPC cluster. Once the 
scene has been entered into the MuSES environment, adding a coupled RapidFlow simulation is relatively simple. Users 
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supply a few configuration options detailing grid specifications and fluid boundary conditions; no special training in 
computational fluid dynamics is required to run the simulation. 

Given the simplified treatment of fluid dynamics in RapidFlow, there are only a few user-selectable parameters that 
ultimately influence the final predicted flow dynamics; (1) a parameter controlling the fluid solver timestep, (2) the selected 
voxel size for the associated Cartesian grid, (3) the mixing length to govern the nature of the turbulence parameterization, 
and (4) the parameterization of the energy transfer between the solid and fluid domains within the simulation (called, in 
the thermal solving community, the parameterization of convection). An exploration of the relevant parameter space was 
carried out and results presented below correspond to the results that seem most consistent with the expected macroscopic 
flow dynamics. 

2.3 Description of Simulated Validation Scenario: Barrel Scene 

The validation scenario explored in this manuscript is based on a field test conducted in August 2017 near Hancock, MI 
and described at length in reference [9]. Two pairs of barrels (one of each pair filled with water, the other holding only air) 
were placed in a field. One pair of barrels were left in an open environment, whereas the other pair of barrels were placed 
behind two concrete walls blocking the prevailing wind. This study will focus exclusively on the pair of barrels that were 
behind the two concrete walls during the day of August 24th, 2017. Photographs and a schematic showing the field test 
setup and basic geometry of the problem are shown in Figure 1 and Figure 2.  

 

Figure 1. Field test setup for measuring environmental boundary conditions and barrel temperatures 

 
Figure 2. Full and Empty barrels, placed behind a wind-obstructing wall, instrumented with thermocouples and iButtons 

Throughout the day, extensive periodic measurements of the environmental conditions were recorded. From the collection 
of measurements, this study utilizes continuous periodic measurements of air temperature, wind speed and direction, 
thermal sky radiation and solar radiance (direct and diffuse) all at 10 second intervals for a 15 hour period from 0600-2100 
(local time). Additionally, surface temperatures were recorded using both thermocouples (every 20 seconds) and iButton 
temperature sensors (every 5 minutes) at a variety of locations inside and outside each barrel, as well as on the concrete 
wall. 
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A corresponding MuSES thermal model, depicted in Figure 3, was constructed for the two barrels behind the wall. Physical 
properties of all detectable scene elements were gathered from a combination of direct measurements and published data.9 
The environmental measurements alluded to previously were temporally smoothed and used to create a weather file that 
provided boundary conditions related to solar insolation and wind conditions for the thermal model. 

 

Figure 3. Geometry used in MuSES thermal simulation model  

The MuSES thermal model was employed to calculate a temperature solution every minute, preserving the thermal results 
every 5 minutes to reduce file size on disk. The RapidFlow air flow simulation within the simulated domain was explored 
with a variety of different time-steps, volume mesh sizes and RANS turbulent mixing lengths. After some numerical 
exploration, the final values utilized in the results presented below utilized a voxel linear dimension of 5.1 cm, a variable 
fluid time-step linked to the maximum inferred fluid speed that was, on average, around 0.25 s (with a standard deviation 
of approximately 0.2 s), and a turbulent mixing length of 1 meter. The values selected were a compromise between striving 
for qualitative agreement to general properties of the fluid flow and acceptable computational speed. We attempted to 
make a good-faith exploration of the parameter space with this accuracy/speed compromise in mind, but it is possible that 
other parameter combinations could give more robust results without requiring extensive computation time. 

The coupling between the MuSES thermal simulation and the RapidFlow fluid simulation was performed at regular 
temporal intervals. Once a thermal solution is obtained for a given timestep, the MuSES-inferred material thermal 
boundary conditions and associated external forcings as measured are held as constant for the RapidFlow simulation. 
Between thermal timesteps, the fluid timestep is fixed based on a user-specified CFL (Courant–Friedrichs–Lewy) 
condition related to the largest fluid velocity and fluid voxel size. After an adequate number of fluid timesteps have 
completed to reach the next thermal timestep or sufficient flow-field convergence, information from the last fluid timestep 
is passed back to the MuSES thermal solver to update the thermal boundary conditions. This bi-directional coupling is 
necessary since the fluid adjacent to the solid materials can exchange thermal energy with solid materials in the domain 
through direct contact and the fluid and solid thermal fields are therefore co-dependent. 

3. RESULTS 

Ultimately, the goal of this process is to accurately simulate the full thermal evolution of objects within the scene. Although 
dynamic thermal properties of the fluid domain are computed in RapidFlow for improved convective accuracy, visual 
target identification will undoubtedly be most closely linked to the radiative properties of the solid objects within most 
scenes. This bears emphasis: the objective of the RapidFlow simulation isn’t in more precisely resolving the flow dynamics 
themselves, but rather in more accurately predicting the surface temperatures and observed radiances of objects in scenes 
when compared to a spatially-invariant fluid flow model. IR imaging systems will be sensitive to temperature profiles; 
therefore, our ultimate metric for success is focused on accurate simulation of temperature evolution for the different barrel 
surfaces in this scene. 
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The reason RapidFlow simulation is necessary to improve this metric is because heat transfer between the barrel surfaces 
and the surrounding environment relies on properties of the fluid including its temperature and flow characteristics. In 
general, we parameterize energy transfer between a solid and the surrounding fluid through the convective relationship 
derived from Newton’s Law of Cooling: 𝑞 = ℎ𝐴(∆𝑇) where 𝑞 is the imposed heat, ℎ is the convective heat transfer 
coefficient, 𝐴 is the area of interaction, and ∆𝑇 corresponds to the instantaneous temperature difference between the surface 
in question and the fluid surrounding it. The convective heat transfer coefficient, in turn, is typically parameterized based 
on fluid flow properties. Although more sophisticated models exist2 with additional input arguments, for simplicity and to 
highlight just the differences achieved in explicitly resolving the fluid flow dynamics, we utilize a simple constitutive 
relationship between fluid velocity and heat transfer coefficient in this work: ℎ = 5.7 + 3.8𝑢 where 𝑢 is the speed of the 
fluid (in m/s) and ℎ is measured in its SI units of W/(m2 °C). This relationship was originally derived for flat plates1 but 
has been shown to be reasonably accurate for thermal predictions across a variety of thermal and EO-IR rendering 
applications. 

Below, we compare two different simulations to measurements. First, in what we call the “bulk” simulation, we hold the 
two fluid properties that influence convective energy transfer (fluid temperature and fluid speed) constant everywhere in 
the spatial domain for each thermal timestep, equating them to their measured free-stream values. As noted earlier, we 
know that this simulation technique is computationally inexpensive and thus efficient, but below (see Figure 5) we see that 
this approach consistently underpredicts the temperatures on different surfaces of the wall-obstructed barrel and has larger 
average prediction error than the RapidFlow-driven simulation. 

The other, alternative simulation technique explicitly couples flow dynamics to the thermal solution. The coupled 
simulation uses RapidFlow to predict 𝑢 and 𝑇 at each spatial location within the flow domain. To compute ℎ and 𝑞 for 
solid surfaces, the simulation uses the value of the fluid speed and temperature at the closest fluid voxel to each surface 
polygon in the finite element model. 

A qualitative comparison between infrared camera-measured apparent temperatures and MuSES-predicted physical 
temperatures, for a single afternoon time, is portrayed in Figure 4. Note that no attempt was made to progress beyond the 
physical temperature predictions and perform a radiometric infrared simulation to mimic the detector resolution, diffractive 
sensor blur, sensor noise, or radiation reflections necessary to more closely match the measured infrared imagery. 
However, MuSES is capable of performing such a radiometric simulation using its physical temperature predictions in 
combination with a suitable bidirectional reflectance distribution function (BRDF) model, spectral environmental 
reflections, MODTRAN-based atmospheric extinction and path radiance. Sensor effects such as noise and blur can also 
be included to better approximate the limitations of an actual optical sensor system. 

 

Figure 4. Qualitative comparison between infrared camera imagery and physical temperature predictions for the same time 
of day. No attempt was made by the simulation to mimic the detector resolution, diffractive sensor blur, sensor noise, or 
radiation reflections necessary to more closely match the measured infrared imagery. 

Ultimately, we assess the accuracy of these two simulation techniques by comparing the simulated temperatures at specific 
barrel surface locations with corresponding measured temperatures throughout the day. For this more quantitative 
comparison, a total of 10 specific locations on the outer barrel surfaces where the temperature record was acquired were 
considered – an element on the Top, North, South, East, and West sides of both the “full” and “empty” wall-obstructed 
barrels. Figure 5 shows a comparison between the measured and simulated temperature records for the top of the empty 
barrel behind the masonry wall. 
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Figure 5. A comparison between the measured temperature on the top of the barrel as determined by a thermocouple (solid 
black line) and the predicted temperature at the same location for both the bulk simulation (blue dotted line) and the 
RapidFlow-driven simulation (dashed orange line). The horizontal axis denotes time of day. Note that both simulations are 
driven with the same environmental variables; the only change is that the RapidFlow simulation computes thermal 
convection using simulated near-barrel-top fluid velocities and temperatures instead of using the free-stream flow velocity 
and temperature. 

In general, the qualitative agreement between the RapidFlow-driven simulation and the measured data is significantly 
better than the agreement between the Bulk Fluid simulation and the measured data. Although the RapidFlow-driven 
simulation does seem to under-predict barrel-top temperatures at the beginning of the simulation, the non-monotonicity in 
the early-time behavior suggests that at least part of this disagreement may be a spurious numerical artifact associated with 
initialization of the simulation scene. This hypothesis is bolstered by the observation that the bulk simulation also has an 
unexpected dip in temperature at the beginning of the simulation. After several hours of simulation time, when the transient 
boundary conditions have had sufficient time to make an impact, the RapidFlow simulation significantly outperforms the 
Bulk Fluid simulation. Maximal errors in the RapidFlow-driven simulation after initialization stay around 1 °C whereas 
the Bulk Fluid simulation underpredicts temperature by as much as 7 °C. 

Of course, a skeptical reader may assume that the result shown in Figure 5 was intentionally selected to highlight the 
maximal benefit of using RapidFlow in this scene. Figure 6 summarizes the relative performance of all 10 measured barrel 
surfaces (and the barrel-averages) to address this concern, demonstrating that the results shown in Figure 5 (above) is 
closer to “typical” than “optimal”. Overall, the median error for both barrels in the RapidFlow-driven simulation is very 
modest and RapidFlow performs better than the Bulk Flow-driven simulation in 10 of the 12 comparisons shown in Figure 
6. The only location where the RapidFlow shows greater disagreement with measurements than the Bulk Flow-driven 
simulation is on the South-facing surfaces of the barrels. At this juncture, we are uncertain and thus still investigating why 
RapidFlow ceases to be more optimal for these surfaces – but it is telling that the disagreement is most pronounced during 
the warmest part of the day when the South-facing surfaces of both barrels are receiving direct solar insolation. Comparison 
between the RapidFlow flow field and the fluid flow predicted by a commercial CFD solver at noon does reveal some 
interesting (and potentially significant) differences between RapidFlow-estimated fluid speeds and CFD-estimated fluid 
speeds in the immediate vicinity of the barrels. A future but imminent version of RapidFlow is expected to incorporate a 
multi-scale grid capable of balancing volumetric discretization and solution speed even more optimally, which should help 
mitigate effects like this. 
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Figure 6. Root-Mean-Squared prediction error (top row) and median error (bottom row) for different surfaces of the empty 
(first column) and full (second column) barrels throughout the full simulation duration. The five surfaces are Top (T), North 
(N), South (S), East (E), and West (W). An equally-weighted average from all five surfaces is also shown (Ave). In general, 
the bulk simulation shows more RMS error and a notable bias towards underestimating temperature. The overall median 
error for both barrels is significantly smaller in magnitude for the RapidFlow simulation (0.53 °C for the empty barrel and 
0.09 °C for the full barrel, compared to 3.12 °C for the empty barrel and 1.32 °C for the full barrel for the Bulk simulation). 

The bottom panel of Figure 6 also shows that the bulk flow-driven simulation generally underpredicts barrel surface 
temperatures. Given the geometry of this scene, this is a sensible outcome. The wall is oriented in such a way as to block 
the majority of the prevailing wind flow from the barrels; both RapidFlow and benchmark CFD simulations reveal that 
the near-barrel fluid velocities are significantly slower than the measured free-stream velocities. Since both the bulk flow- 
and RapidFlow-driven simulations use a simplified thermal convection model with convection coefficients linearly-
dependent on wind velocity, the bulk flow model (which uses the free-stream velocity everywhere) employs higher 
convection coefficients on barrel surfaces than does the RapidFlow model. During the middle of the day – when the barrel 
surface temperatures exceed the surrounding air temperature –the bulk flow model consequently over-estimates heat loss 
to the fluid. Thus, the barrel temperatures are underpredicted as confirmed in both the median error plot in Figure 6 and in 
the bulk flow underestimate of the barrel-top surface through the mid-day periods in Figure 5. 

Despite the suboptimal performance of the simulation on the South-facing barrel surfaces, we observe an overall 
improvement in barrel surface temperature prediction throughout day when using a RapidFlow-driven fluid solution 
coupled with the MuSES thermal solver. Although such a scene could also be simulated with an even-yet-more resolved 
fluid flow solver, the computational resources required to run a full CFD simulation on this outdoor scene are easily an 
order of magnitude greater than what is required to run RapidFlow. Using the steady commercial CFD comparison model 
previously mentioned and extrapolating based on its runtime for a single timestep, we estimate that an equivalent CFD-
coupled simulation of the entire transient duration of interest would take at least one week (and as much as one year) of 
runtime on an HPC cluster with 500 CPUs, depending on the level of transient fidelity and coupling scheme. Unless an 
application exists where convection dominates and small-scale flow dynamics drastically alter the optical appearance of 
the targets, the more computationally efficient RapidFlow simulation will likely have sufficient fidelity for most EO/IR 
applications. 
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4. EXAMPLE APPLICATION 

The above analysis of the “barrel scene” provides some evidence that – at least under certain conditions – RapidFlow can 
provide a practically-feasible 3D fluid dynamics simulation of a scene while yielding better accuracy than what is seen 
when an unphysical assumption of spatially constant flow is applied. If flow really is spatially constant, then RapidFlow 
may provide no significant advantage – but any real flow will have diminished flow speeds compared to free-stream flow 
speeds in the immediate vicinity of surfaces due to the fact that viscosity does exist and therefore the actual flow at the 
boundary vanishes.17 Additionally, temporal variations in free-stream wind conditions mean a fully transient methodology 
is advantageous for diurnal signature prediction. 
 
Based in part on the results presented above, it seems reasonable to expect that the advantages of coupling RapidFlow to 
a thermal simulation instead of assuming a spatially constant fluid flow will be most evident when (1) there is a significant 
amount of spatial and/or temporal variability in the underlying prevailing wind speed/direction, (2) the geometry of the 
scene is aligned so as to induce spatial and/or temporal variability to the wind speed/direction near surfaces, or (3) fluid-
solid interactions are coupled so strongly so that the fluid flow itself will change the thermal balance in at least portions 
of the scene, as expected in natural convection or mixed convection flow regimes, among other scenarios. 

       

Figure 7. (Left to Right) Wind rose from field test, primary compass direction of wind during field test, and wall/barrel 
schematic indicating predominant wind direction. 

The previously-described barrel scene predominantly highlights case (2) above; the prevailing wind direction and 
magnitude is fairly constant throughout the day (see the wind rose and schematics presented in Figure 7), inducing spatial 
variability in air velocity especially behind the wall, near the barrels. The sheltering effect from the wall means that local 
wind velocities can be an order of magnitude or more repressed from the free-stream velocity. Barrel-adjacent fluid 
velocities well below the freestream wind speed of 2.8 m/s can be observed in Figure 8. 

  

Figure 8. RapidFlow-predicted fluid velocities indicate local air speeds near the barrels are nearly an order of magnitude less 
than the free-stream wind speed. 

In practice, interesting natural scenes often include such geometry-induced convective behavior – reality is not comprised 
of isolated cubes in a field or spheres in a featureless wind-tunnel. Rather, real objects like ground vehicles, vegetation, 
human personnel and buildings have thermal and fluid-dynamical impacts on their surroundings. When multiple objects 
exist in a scene, it seems likely that a strategically-approximate accounting for each object’s influence on fluid flow and 
thermal interactions will be more accurate than neglecting their impact entirely (like a bulk simulation) and more tractable 
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than resolving all of the complicated surfaces and interactions involved (like a coupled thermal-CFD solution would 
entail). 

4.1 Description and Signature Results from Ship Scenario Demonstration 

To demonstrate this in a more applied context, we introduce another scenario that has been simulated using our RapidFlow-
based coupled MuSES fluid-thermal modeling approach. For this demonstration, a Type 054A Frigate (PLA naval asset) 
was employed. A 45° wind direction (from the North East) was assumed, with a free-stream wind speed of 5.2 m/s and 
ambient air temperature of 20.4°C. The frigate model, with its geometry and wind direction shown in Figure 9, was 
simulated to be stationary with an “OFF” engine state and a 15°C sea surface temperature surrounding the ship.  

  
Figure 9. Geometry used for the Type 054A Frigate simulations, along with an indication of northeasterly wind direction. 

Surface temperatures for the naval vessel were calculated using two different convection approaches, both assuming a 
steady state equilibrium is reached with these ambient boundary conditions. First, a bulk wind simulation was performed 
where a linear wind speed-based correlation was used to obtain a global convective heat transfer coefficient used for the 
exterior of the ship. Next, RapidFlow was used to predict local convection coefficients and fluid temperatures. A graphical 
depiction of these localized convective boundary conditions is illustrated in Figure 10. Note that these are not necessarily 
definitive values, as several input parameters are available to optimize simulation accuracy and speed which have not been 
rigorously evaluated for this case. 

 
Figure 10. Convective boundary conditions predicted by RapidFlow for the frigate 
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These two convective methods were each used to calculate physical surface temperatures and, ultimately, LWIR sensor 
radiance images. The intent of this effort was to demonstrate the impact that localized convection can have on signature 
predictions. The radiance difference from the use of RapidFlow versus bulk wind can be observed in Figure 11. Thermal 
infrared radiance images generated from these two convective approaches are depicted along with (normalized) contrast 
radiance as a function of sensor azimuth. Note that for the RapidFlow-enabled simulation, a greater discrepancy between 
the port and starboard sides of the ship exists (note the left/right asymmetry in the orange plot in Figure 11, right), whereas 
the bulk wind simulation results in more similarity between ship sides. This result is expected, as the variance in 
RapidFlow-calculated fluid velocities for windward vs. leeward surfaces yields realistic gradients that simply cannot be 
captured by methods (such as bulk wind) that ignore geometric obstructions. 

 

Figure 11. LWIR radiance imagery of the frigate (left: bulk wind, center: RapidFlow), along with normalized contrast 
radiance as a function of sensor azimuth (right). 

5. DISCUSSION AND CONCLUSIONS 

The presence of moving air in a scene can have a significant impact on the detected radiance of objects, so a more detailed 
accounting for the influence of airflow on the heating and cooling of objects may be necessary to accurately simulate the 
optical appearance of objects in infrared images. Previous work3-5 has shown that a full accounting of the fluid domain 
may not be necessary for a reasonably high-fidelity simulation of thermal evolution, especially when the wind exposes 
most surfaces to similar wind-speeds or the prevailing wind direction and/or magnitude are sufficiently variable. In other 
geometries, however, it can be the case that the alignment of objects is configured in such a way that an object in the scene 
is often sheltered and its surfaces are not exposed to winds that are well approximated by the free-stream wind velocities. 
There are even alignments where surfaces can be exposed to winds significantly in excess of the free-stream wind velocity 
(e.g. a channeling effect, common in urban environments where the regular alignment of tall buildings in a city-block 
structure yields local wind speeds that are amplified by the geometry).  

In such a case where the prevailing wind speed and/or direction may not be a suitable approximation for the wind exposure 
at each surface in the domain, it is likely that assuming a uniform wind field will yield significant errors in the simulation 
of the temperature and resultant observed radiances of surfaces in the scene. Modifying the wind speed by a constant 
correction factor would only be suitable in the unlikely event that all surfaces of interest have exposed wind velocities that 
are amplified or repressed by a similar factor. Properly accounting for wind-induced thermal influences on surfaces in a 
realistic scene requires some explicit accounting for local wind near each thermally-relevant surface. The tools that 
currently exist to resolve fluid domains to high precision (e.g., conventional computational fluid dynamics tools) are very 
computationally expensive and often impractical to resolve the flow field in large domains. 

In this work we showed that in a scenario with realistic in-scene flow variability, much of the necessary nuance regarding 
local wind variability can be captured with a simplified version of a fluid dynamics solver that is optimized for practicality 
when modeling diurnal EO/IR scenes. Even though the software implementation of this approach makes significant 
simplifying assumptions to the underlying physics, we find that the resulting basic fluid flow behavior seems sufficiently 
improved over the constant-everywhere assumption to provide a significant increase in the accuracy of the predicted 
thermal behavior of objects in a scene. In short, based on this case study, it appears that RapidFlow is sufficiently accurate 
in resolving the fluid flow behavior to capture most of the necessary coupling between solid objects and the adjacent 
airflow for infrared simulation purposes. 
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The advantages of RapidFlow over a full CFD simulation are clear; RapidFlow is computationally efficient enough to 
allow for the simulation of an unknown scene in a whole host of different free-stream flow magnitudes and directions in 
approximately the same amount of computational time that a CFD solution could only realistically resolve a single steady-
state flow alignment. If the parameter-space of “how would this target look in a variety of environmental conditions?” 
needs to be explored, RapidFlow shows more practical promise than using conventional CFD tools. 

The final simulation shown of the frigate scene hints at the potential of this signature-optimized approach. Even in open 
water with a relatively uncomplicated background, the surfaces of the ship have enough morphological complexity to 
induce significant fluid-shadowing effects on other surfaces of the ship. Depending on the prevailing wind direction, these 
shadowing effects can yield simulated thermal signatures that show non-negligible variations because of differing 
convective boundary conditions. Developing automated algorithms to identify targets would ultimately require a suitable 
library of possible thermal appearances for identical targets where their placement in a scene matters, and RapidFlow 
shows promise in enabling such a library to be efficiently developed. 
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